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I’m going to talk very briefly about where we were, where we are
now, and where we are going with respect to Connecticut’s programs.
One of the things I’d really like to show you is the type of work we’ve
been doing concerning the scoring of our oral interviews. We’ve spent
the last two or three years trying to develop a holistic/analytic type of
scoring process. I’d like to try to give you a flavor of that, and that’s
where the videotapes will come in.

In addition, I want to talk to you about some of the outcomes of the
program, because that’s the siren song coming out in Connecticut.
We’ve been accused of being too process-oriented and not attentive
enough to outcomes; that is, what it is that we do that contributes to
increased student achievement. A brief overview: As part of teacher
preparation you have to pass the Connecticut Competency
Examination for Prospective Teachers (CONNCEPT) program and the
CONNTENT program. You might also recall that I spoke to you
last year about the Connecticut Elementary Certification Test
(CONNECT) program, which is part of CONNTENT.

The CONNECT program is a customized examination for elementary
education. We had our first administration in July, and our pass rate on
that examination was 60 percent. One of the things I want to talk about
in this brief overview is what rigorous standards can give you and
what kind of payoff you get from that process. There’s also a very
comprehensive induction process. The Beginning Educator Support
and Training (BEST) program consists of classroom observations
coupled with mentorship during the first two years of teacher
preparation.

For people who are not familiar with Connecticut, I’d like to point out
that along with these reforms we introduced a whole host of across-
the-board salary enhancements for beginning teachers and also for
experienced teachers. We opened up all the binding arbitration
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contracts and everyone renegotiated. Of course, this is why we are in
the process right now of looking for accountability in the state. Overall
teacher salaries in Connecticut have risen on average 27 percent for
both beginning and experienced teachers since 1986–1987.

With that in mind, what is the payoff of this process? What we see,
and I think we saw it dramatically, in the essential skills examination
on the CONNCEPT examination has been one of the major focal
points. Basically, the CONNCEPT examination was Connecticut’s
opportunity to tell the legislature that we were serious about high
standards and that we were at least willing to police the teaching
profession. It was a very important message. If you look at the
legislative transcripts with respect to the reform and initiatives, you
can see the results of the CONNCEPT exam quoted throughout the
legislation proceedings. We needed to have a base; that base was
providing quality assurance that all teachers had essential skills. As a
result of salary increases and the initiation of licensure examinations,
we’ve found that we have significantly increased the talent pool in
Connecticut.

For example, there’s a waiver on the CONNCEPT that allows you to
skip the examination if you have a score of 1,000 or more on the SAT.
Now I know this isn’t directly related to teaching competencies, but
before the implementation of the enhancement act, 20 to 25 percent of
the people we had entering the profession had 1,000 or more on the
SAT. Currently that figure is about 50 percent. So there has been a
significant increase in the percentage of people who score above 1,000
on the SAT.

In addition to that, we haven’t had a supply problem. In fact there’s
greater demand right now in Connecticut for teachers. We’ve had no
shortages in the state, whereas every other state in New England has
experienced at least spot shortages in many of the content subject
areas. We haven’t had that. We also, as a result of this program, got a
call from the legislature to revise the standards for higher education
and have instituted a comprehensive cooperating teacher program.

We think we have had a number of payoffs from this program, and we
have not seen any decline in enrollment. In fact, as I said, there are
more people entering the profession now or attempting to enter
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than ever before. How can you uncouple that from the increase in
salary? We don’t know. But it’s clear that standards and support, as
well as the salary enhancement, were very key.

Elements of Connecticut’s Assessment Process

Classroom Observation
I’m just briefly going to go over the classroom observation process.
This is the induction process we have. It’s going to set the context for
the interviews that we’ll be talking about. There are six observations
during the first year of a novice teacher’s employment. These are
conducted by two state assessors, two administrators, and two teacher
assessors, and run anywhere from 45 to 60 minutes. The assessors also
make acceptable and unacceptable decisions on the basis of ten
indicators of teacher quality. They also script all the content. They
don’t make judgments as they evaluate—this is not a checklist. What
they try to do is give verbatim notes about what individuals do in a
classroom, what they say and their reactions to students. This concept
of verbatim notes is going to be very important because we carry that
through our whole assessment process. The notes are analyzed, and
then the assessors make holistic judgments about a teacher’s
performance.

This is a key feature. If there is something unique about Connecticut, I
believe it is the emphasis on taking some of the lessons we’ve learned
from the writing process and putting these lessons back into the
performance assessment process, as you’re going to see later on when
I present our work on interviews.

If I had to answer the question “What’s unique about the Connecticut
assessment process?” I’d say it’s performance based. What makes that
unique? Let me explain by saying that I subscribe to Steve Klein’s
notion of the value of performance assessment. If you’re only
interested in sorting individuals out, classifying examinees (pass/fail),
I really do believe—even though it’s heresy to say this in the
nineties—that paper and pencil tests and other less expensive means of
performing assessment can do the job. I think the only reason to go
into performance assessment is to affect professional development and
foster curriculum reform. You want to make a statement about what it
is you think teachers should know and be able to do—or, in the case of
students, what students should know and be able to do. Those
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performances help drive that behavior. And coupled with performance
assessment should be an active and aggressive professional develop-
ment program. Without it, you end up having the accountability but
not the support, which I think is in many cases a fatal flaw. You have
to put both processes together to have a chance at having a significant
impact on the educational process.

A Constructivist Approach
The other thing Connecticut has done—and I don’t know if this is a
good terminology, but I’m just playing with labels—is employ a sort
of constructivist approach to assessing teacher effectiveness. What I
mean by that is we’ve always dealt with certain types of inferences.
We look at behaviors and then we ascribe members to them, or we
create checklists and we lose what a person has said or what he or she
has done. We lose the essence of the behavior through these score
conversions. What we’ve attempted to do in our observations, both in
the observational scales we’ve developed and in the interview scales,
is construct an argument for a person’s competency or lack of
competency through the development of specific verbatim notes. By
that I mean data that you can present and say, “This is what a person
said or did, and this is how we judge it.” That is, the interpretation is
based on actual data and guided professional judgment.

This is an argument for competence, and what I would argue in this
process is that when you stay with the data and you don’t go through
all this mumbo jumbo with statistical transformations, Bayesian
statistics, and other kinds of things people can’t understand, what you
have is a self-correcting process. Because if you don’t like my
argument for competency, you can evaluate the argument because you
know what was said. Now you might not have been there, so there are
limitations to that evaluation, but you have some basis of analysis to
check the validity of the judgments.

So even if I made a mistake, I think that the verbatim notes are a
luxury in that they make this evaluation both self-correcting and self-
cleaning in a way that allows you to look at it and adjust your
understandings as you learn more. You can make it much more
efficient if you want to. You could make an empirical argument, but
you have all the data there to use. So it makes the unit of analysis—
what a person says and does—something that you can work with, even
if you don’t get the reliability estimates or the validity coefficients that
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are produced on standardized multiple-choice assessments. And right
now, in fact, we’re not getting the reliability and validity estimates that
we want. But we have the data to work with and I’m sure that we’ll be
able to achieve acceptable coefficients with more training.

A Focus on Training
And that’s the other focus—training. The focus on training, I think, is
tremendously unique. I thought David Berliner was going to be at this
conference, but since he’s not, one thing I’ll mention is something
David used to talk about a few years ago—the importance of judgment
and how judgment affects the way in which we value a certain
enterprise. His contention is that people spend much more time
judging a flower show, judging a grade of beef, or judging the
Olympics, than they spend judging a complex human behavior like
teaching. We train people for 20 hours or less and think we can send
them out in the field to make reliable judgments. Yet in all those other
professions, in those nonhumanistic endeavors that really put a value
on judging, there is a whole level of training that far exceeds anything
done in education. We need to value teacher evaluation, and the only
way we show that is through the comprehensive training of evaluators.

So if you’re going to move to a holistic/analytic kind of approach,
you’ve got to put the dollars into training. Not everybody can make it.
In the best program, 30 percent of the people that go through a 70-hour
training process are never allowed to assess, because they cannot meet
proficiency. What this does is promote differentiated staffing—and
this is another reason why you want performance assessment. There
are roles to be played—mentorship roles, trainer roles, and assessor/
evaluator roles. There’s professional development and sabbatical
opportunities. All of these things have come out of the Connecticut
process, and that’s another one of the payoffs. It does promote the kind
of differentiation in teaching, I think, that we’re really looking for.

Authentic assessment is going to be the next big buzz word. It’s
authentic in the sense that it’s job related, and at least the perform-
ances are closer to what the teachers would actually do on the job as
opposed to multiple-choice tests, which are at a higher inference. Let
me say one thing about authenticity, just parenthetically. You can have
authenticity. Lots of people in performance assessment think the job is
done because they came up with a creative exercise.
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Oral Interviews
Now I want to talk to you a little bit now about our Connecticut
Assessment Center (CONNTAC) program. We’ve been focusing on
oral interviews in the CONNTAC program. What we’ve attempted to
do is look at the oral interview process to get at the sort of
metacognitive dimensions of teaching. We also used Lee Shulman’s
theories of teacher knowledge as the basis for our scoring protocol.
In everything that we’ve done, we’ve come up with three constructs
that seem to hold together. If Lee were here, I know our operational
definitions would not conform exactly to his, and that’s the difference
between theory and practice, of course. But the fact is we look at
three factors: a content-curriculum dimension; a content-pedagogy
dimension; and a knowledge of student dimension. So the whole thrust
of our scoring is an attempt to make a construct-validity argument for
these three dimensions.

Our greatest amount of work has been done in the area of math-
ematics, and that’s where the scoring system has really worked. We’re
also currently working in social studies, and I’m going to show you a
tape on that so you’ll have a context for discussing the scoring system.
In addition to the social studies piece, we’re working in special
education with video-interactive disks.

We’re also working in the area of English language arts with respect to
portfolio development to see if that works, although I do have my
suspicions on whether you can ever get portfolios—unless they’re
highly controlled and constrained—to work in a licensure type of
environment. But that’s one of the things we’re working on as part of
our interview process.

Structuring a unit. On the tape we’ve experimented with four tasks
that we’ve been working with. The tasks primarily run through all of
our areas, including mathematics. When structuring a unit, we give
people ten cards and we ask them to use those cards to scope and
sequence a lesson. They can use them individually or group the cards.
And they can talk about the ways in which they would teach that
lesson, not only on a basis of content, but also on how they would
teach their students with respect to the scope and sequence that they
decide on. There are multiple right answers in that process. We have
structuring a lesson: A candidate develops a lesson and then defends it
on the basis of a series of highly structured questions. We have
evaluating student performance: A candidate develops an examination,
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evaluates and scores it and then talks about how he or she would work
with students with respect to that evaluation. We use real examinee
papers.

We also use alternate approaches. We look at different curriculum
methods and we also look at different teaching methods. We ask
teachers to evaluate those curriculum methods, talk about the
advantages and the disadvantages of each, and then identify those
advantages and disadvantages and how they would teach their
students. So those are four exercises that we’ve been experimenting
with and with which we’ve had the most experience.

I’m going to show you one on social studies—it’s an example of
structuring a unit. Let me just set it up for you. Here’s how it works.
The candidate receives a series of ten cards. Each card contains a
single topic associated with the events of the American Civil War. The
examiner instructs the candidate to arrange the cards in a manner
suitable for teaching a unit to grade 8 or grade 11 students on the Civil
War. The examiner emphasizes that there is no one right answer or
arrangement. The candidate is advised that he or she will have
15 minutes to prepare for the task. Candidates are also given an hour
to prepare before coming to the assessment center, and they may know
the topic before they come in. After the candidate prepares for the task,
the examiner asks him or her questions regarding specific topics and
organizations. During this questioning, the candidates may make
changes in the arrangement of the cards.

What I’m going to show you now is the front end, which gives more
elaborate instructions about our process. As we watch the videotape,
let me tell you that this is just a smoke test. The interviewer hasn’t
been trained, and we’re just breaking this down to see how our
questions work. But here are some test-secure questions for you. This
is how we set it up: We basically have interviewers work with a
structured set of questions, but they do have a limited opportunity to
probe, and the probing normally is around areas of confusion that were
prompted by the candidate. In the early stages of our development, we
allowed for free-flow probing, but what we sacrificed was lack of
standardization. One of the things we’ve learned from this process—
and I think everyone in the room can relate to this—is that if I give
you five hours to talk to candidates under some controlled situation
and you can present them with any problem, simulation, or situation,
you can learn a great deal about them. We were so worried in the early
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stages about missing an opportunity that we found there was very little
difference—little difference, frankly, in our understanding of that
individual’s competency with a more structured approach. So we’ve
moved more toward that kind of approach, although we do allow some
freedom to probe around certain areas of confusion. Most of our
questions, as you can see here, basically end up asking the question
“why.” We either keep asking for clarification or we ask why a person
would do something with regard to either a pedagogical strategy or a
content strategy.

Guided note-taking. We have a guided note-taking form, which has
three dimensions—content curriculum, content pedagogy, and
knowledge of students. We take what a person says and slot that
information on the basis of critical notes with regard to dimensions of
these areas and we just plug it into those dimensions. This is what
I meant by self-correcting and self-cleaning. You can make a likert
scale out of this. You can set marker papers. You can do a variety of
things because you have the information base to make the adaptations
you need.

Holistic Scoring: An Overview
Let me show you the scoring process. I’ll say here, to paraphrase
Abbie Hoffman, I wouldn’t ask you to steal this book, but I would ask
you to improve on our process because we’re real experimental. We’re
always looking for new ideas, and if you come up with something or
you see or hear something, call us, because we really want to improve
our scoring.

The Components of Holistic Scoring
Here’s what the scoring process looks like in the schematic. You’ve
got the videotape record, you’ve got guided note-taking, and there are
domains: content, content pedagogy, and knowledge of students. Then,
under each domain, there are indicators. These are the scorable units.
I’m going to give you some definitions of indicators in a few seconds.
Then you have an evidence summary sheet, and on that sheet we look
at the depth, breadth, and appropriateness of a person’s response.
That’s what brings you to a holistic score. We can get dimension
scores—the only problem is they’re not very reliable. If you look at
the content curriculum, that’s the what of teaching. If you read the last
sentence here, beginning with the domain, you can get the thrust of
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this. It’s really the connections teachers make with regard to the
content and the curriculum—connections between past and future
learning and also connections with regard to how to facilitate this
learning for students.

Holistic Scoring Response Characteristics
Now let’s look at the response characteristics. Once we collect
evidence on each dimension, we slot evidence based on those
indicators and those elements. We look at the evidence based on three
criteria. The first criterion is appropriateness, or the correctness of the
response. The key words here are accuracy, recommended practice,
and accepted practice, and these are all based on the judgments of
experts who have set up criteria with regard to each domain. The
second criterion is breadth, which is the range of responses that a
person would have. Here we’re looking for variety and repertoire.
Again, our expectation is that a novice would not have as much range
as an expert, and our data seem to suggest that that in fact is true. The
third is depth. Depth concerns the specificity of the response—the
ability to look at detail, to analyze, compare, and evaluate, to tailor that
repertoire to different students. Depth of response really is key.
Finally, we throw all of this stuff together, and then we rate examinees
as proficient, sufficient, marginal, or insufficient. These judgments are
all based on marker tapes and calibration from marker tapes. Our
reliabilities basically run from 72.9; that includes some adjacent
categories.

Summary
So that’s the scoring, and, as I say, one of the things we’ve done is
work with experts, and in addition, we haven’t formally put the
training process up the way we would if we were going to train
complete novices. So we think the reliabilities are in part a training
issue, in part a professional judgment issue, and are in part some shaky
criteria that we’re still trying to sort out.

The “Stuff” of Teaching
One of the points that I tend to make—and I think this is more
rhetorical than real—is that in education we’ve had real difficulty
asking people to uncouple what it is that teachers know and are able to
do that’s different from what everybody else knows and is able to do.
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That is, what’s the “stuff” of teaching? The “stuff” of teaching is not
content command; it’s not some mechanistic understanding of
pedagogy. You could have a pedagogically sound classroom, you
could pass the BEST program, and yet you still might not be an
effective teacher. You might have the moves down, the kids might
seem engaged—but what are they learning? That’s why you have to
have the content piece. And hopefully those tapes show what it is a
teacher knows and is able to do that someone who doesn’t teach
doesn’t know and isn’t able to do.

Making Education Accessible
Basically, nonteachers don’t know how to make the connections; they
don’t know how to make education accessible to kids to facilitate
learning. That’s the key piece. And we’ve never been able, other than
rhetorically or through attestations, to show people what’s different
about teaching. In our validity studies, in fact, we’ve brought
nonteachers into this process. They go away thinking they’ve done
wonderful jobs, but in controlled studies we’ve conducted, they’ve
traditionally scored significantly below everyone else.

Content Pedagogy
The “how” of teaching, or content pedagogy: This is the Shulman idea
primarily about the interaction between content and pedagogical
knowledge. This category is very illusive. We’ve found that lots of
times it gets contaminated with content curriculum or knowledge of
students. Nevertheless, the application of content knowledge and
pedagogy make up the essence of teaching.

Customizing the Content
Finally, you have the “why” of teaching, and that deals with the
knowledge of students. The last sentence basically captures what we’re
looking for. Can teachers adapt instruction based on student interests?
Can they also adapt instruction based on the ability of their kids? How
do they customize it? Do they take it into account? Again, if you look
at the differences between novice and expert teachers, novice teachers
generally are very much interested in content. They talk about the
interrelationship of those cards, if you will, on the basis of content
command. They only bring in student interest tangentially. If you have
experienced teachers, or more expert teachers, what you’ll find is
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much more attention to the student dimensions. That’s one of the
growth patterns—that the student is primary, and the content serves
the student.

Moving Toward an Integrated Approach
If we’re going to keep an assessment process, we would like to try to
move more toward an integrated approach, using the CONNTAC
program with some observations attached, because an interview never
shows you what a person can do on the job. But some of the research
we’ve done shows that if you do paired assessments, you can probably
within two visits get reliable estimates. And if you couple those two
visits with the CONNTAC, I think you can get the kind of reliability
and validity coefficients that would work—for less money. One of the
questions people always have is “Well, isn’t this very expensive?” I
think it is very expensive, but there are areas in which you can reduce
costs in some very significant ways. I also think that in keeping with
the testing tradition, we can pass the cost down to the examinee, just
like other professions do. This is an important part of one’s entry into
a process. And if you deal with assessment center work, you have
more enriching material to help promote professional development.
When you’re dealing with only ten indicators of pedagogy, you’re
really not getting at the essence of teaching or what excellence can be
about. And you can have a much more detailed feedback loop if you
have a level playing field and you control that process through the
development of assessment center activities.

Conclusion
To sum up, I want to say that we’re really working on implementing
this process, although there is a lot of work ahead of us. We’re very
confident that this process is essential in upgrading the profession
of teaching. My point is that you have to be willing to make changes
if you get into this—you can’t stay put. And I’m convinced that this
can be done and can be done economically. It can and will produce
the kinds of professional development payoffs, as well as legal
defensibility payoffs, that can make it part of a licensure system that
has the potential to reform the teaching profession.
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