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Ongoing efforts were made during Texas Master Teacher
Examination (TMTE) program development to eliminate potential bias
against groups of examinees on the basis of irrelevant factors or
characteristics. These efforts focused on a combination of professional
judgments about the appropriateness and freedom from bias of
program materials and the gathering and interpretation of statistical
information about differential item functioning. Professional judg-
ments were applied at major review points throughout the process.
Statistical data were produced through the pilot test of the draft test
items that was conducted during the development of the program.

This combination of professional judgment and statistical analysis has
been recommended as a desirable practice within the testing profession
(Shepard, 1982). Reliance on both professional reviews and statistical
information is considered appropriate for several reasons.

It has been suggested that the construct of bias is multidimensional
(Berk, 1982) and that judgmental reviews and statistical methods of
bias detection should complement each other. According to this view,
each method may contribute its own separate strengths to the analysis
of potential bias. Statistical analysis is strongest in detecting test items
that produce larger than expected group differences in performance
(Sandoval & Miille, 1980; Plake, 1980). Professional reviewers may
focus on aspects of the bias construct (e.g., stereotyping) that it is
highly desirable to eliminate from test materials but that might have
either no negative effect on examinee performance or no locally
detectable effect, but only a more subtle, cumulative effect over an
entire test or set of tests (Tittle, 1982).
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The application of professional judgment is best conceptualized not as
a separate activity from the gathering and interpretation of statistical
information, but rather as an important accompaniment. Reviewer
judgments are appropriate even after statistical information has shown
that certain items have produced performance differences. Typically,
such items are not automatically purged from a test bank; instead, they
are often submitted to reviewers for consideration. Such a strategy can
both reduce the danger of eliminating test items for which performance
differences represent true knowledge differences and help minimize
the risk of unbalancing a test blueprint in some areas of content
(Burrill, 1982; Scheuneman, 1982; Shepard, Camilli, & Williams,
1985). In addition, an a posteriori examination of items that have
displayed performance differences can have heuristic value to
reviewers who are interested in generalizing principles of item
construction and review (Scheuneman, 1987; Scheuneman & Gerritz,
1990).

For these reasons, it was considered most appropriate for the TMTE to
build into the program design for bias prevention the complementary
application of a judgmental component and a statistical analysis
component. It should be noted that this paper will refer to the
dimensions of the bias construct detected by reviewers as “potential
bias” and the dimensions detected by statistical means as “differential
item functioning.”

The groups of primary interest in the TMTE included groups
distinguished by racial/ethnic background. For racial/ethnic compari-
sons, groups were defined either as Black, Hispanic, White, and Other
(for the Master Teacher Survey) or as Black, Hispanic, and Other (for
the pilot test).

Judgmental Reviews
Professional judgments intended to detect potential bias in the TMTE
competency statements, assessment specifications, multiple-choice test
items, and prompts for written assignments were gathered throughout
the development of the program. For purposes of the program, an
inclusive definition of the concept of potential bias was used,
addressing not only the presence of potentially biasing content,
language, and ideas but also the absence of positive portrayals of
diversity (Tittle, 1982).
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Review Criteria
The review criteria that were applied in judgmental reviews of the list
of draft competencies and assessment specifications for the TMTE
program, which are similar to the criteria used for other test materials,
convey the inclusive definition of the bias concept that was used
throughout the program.

Content. Does any element of the list [of competencies or assessment
specifications] contain content that disadvantages a person because of
his or her gender, race, nationality, ethnicity, religion, age, handi-
capping condition, or cultural, economic, or geographic background?

Language. Does the content of any language used to describe any
element of the list disadvantage a person because of his or her gender,
race, nationality, ethnicity, religion, age, handicapping condition, or
cultural, economic, or geographic background?

Offense. Is any element of the list presented in such a way as to offend
a person because of his or her gender, race, nationality, ethnicity,
religion, age, handicapping condition, or cultural, economic, or geo-
graphic background?

Stereotypes. Does any element of the list contain language or content
that reflects a stereotypical view of a group based on gender, race,
nationality, ethnicity, religion, age, handicapping condition, or cultural,
economic, or geographic background?

Diversity. Does the list permit appropriate inclusion of content that
reflects the diversity of the Texas population?

This approach to review criteria was designed to elicit more than
attempts by reviewers to detect and remedy potential bias in the
assessment materials. The goal was to assume an affirmative posture
relative to the elimination of potential bias by ensuring that positive
aspects of diversity were present in the materials as well.

Groups Reviewing Materials for Potential Bias
During the development of the program, several groups of individuals
took part in reviews of test materials specifically for bias issues. Four
review groups in particular had a substantial role in this effort. These
groups are described more fully in the Gorth, Nassif, and Mattar
(1991) paper in this volume; only their basic roles are presented here.
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The NES Equity Advisory Board. The Equity Advisory Board is a
standing group of educators from the area local to NES who have
experience in dealing with issues relating to potential bias in
educational programs and materials. For the TMTE, members of the
Equity Advisory Board reviewed draft competencies and assessment
specifications, draft items, the results of the Master Teacher Survey,
and results of the pilot test. In addition, board members reviewed the
Bias Concerns in Test Development manual for its appropriateness in
light of the unique nature of the TMTE, suggesting revisions and
additions particular to the TMTE.

The TMTE Bias Review Committee. The members of the Bias Review
Committee were selected by the Texas Education Agency (TEA) for
their sensitivity to potential bias issues. This committee reviewed
competencies and assessment specifications, draft items, the results of
the Master Teacher Survey, and the results of the pilot test.

The TMTE Content Advisory Committee. The Content Advisory
Committee reviewed draft competencies and assessment speci-
fications, draft items, the results of the Master Teacher Survey, and the
results of the pilot test. This committee both independently reviewed
materials for bias and reviewed the recommendations of the Bias
Review Committee, whose review meetings had preceded its own.

The TMTE Item Validation and Standard Setting Panel. This panel
was responsible for conducting individual reviews of test items,
including, where available, pilot test statistics for individual items. An
important criterion for validity review was the freedom from potential
bias of the test items.

Survey and Pilot Test Samples
In two major development activities—the Master Teacher Survey and
the TMTE pilot test—samples of Texas populations were involved. In
both activities, efforts were made to reflect the racial/ethnic and
geographic diversity of the Texas population in the samples that
participated.
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Master Teacher Survey
During February and March 1990 the Master Teacher Survey was
conducted in Texas to obtain empirical information on the extent to
which the competencies proposed as a basis for the TMTE were
important to the job of a master teacher in Texas.

Two groups of Texas educators were identified by the TEA as eligible
to participate in the Master Teacher Survey: (1) currently practicing
and certified public school teachers on level three of the state’s career
ladder and (2) currently practicing public school administrators who
were working with or had worked in the past year with level three
teachers (i.e., school principals). The sampling procedures that were
used to ensure a diverse sample for both groups are described below.

Public school teachers. From a TEA datafile of the population of
Texas teachers on level three of the career ladder as of September
1989, a stratified random sample of public school teachers was drawn.
The stratification variables were assignment level, geographic region,
and race/ethnicity.

The population total of level three teachers on the TEA datafile
was 24,170. The stratification design resulted in a sampling matrix of
160 cells. The number of teachers to be sampled in each cell of the
sampling matrix was determined in two stages. In the first stage, the
target per cell was set as proportional to the population size of each
cell, based on an overall target sample size of 1,500, with a minimum
sample size of one teacher for each cell in which there was one or
more teachers in the population.

In the second stage, the preliminary number of Black and Hispanic
teachers to be sampled in each cell was increased by approximately
50 percent. This was done to ensure adequate representation of minor-
ity educators in the survey. A total of 1,725 teachers was selected to
receive a survey. The 1,725 teachers were randomly drawn by
computer based on the sample size established for each of the cells.

Public school administrators. From a TEA datafile of the population
of Texas principals on the campuses in which there were level three
teachers as of September 1989, a stratified random sample of public
school administrators was drawn. The stratification variables were
geographic region and race/ethnicity.
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The population total of eligible principals was 3,959. The stratification
design resulted in a sampling matrix of 80 cells. The number of
principals to be sampled in each cell of the sampling matrix was
determined in two stages. In the first stage, the initial target was set as
proportional to the population size of each cell, based on an overall
target sample size of 500, with a minimum sample size of one
principal for each cell in which there were one or more principals in
the population.

In the second stage, the preliminary number of Black and Hispanic
principals to be sampled was increased by approximately 50 percent.
This was done to ensure adequate representation of minority principals
in the survey. A total of 574 principals was selected to receive a
survey. The 574 principals were randomly drawn by computer based
on the sample size established for each of the cells.

Response Rates
Response rates were calculated as the number of eligible returns
divided by the total number of surveys sent less the number of unused
and ineligible returns. The response rate for teachers was 88 percent;
the response rate for administrators was 82 percent.

Survey Data Analysis
Three types of reports were generated for both the teacher survey
results and the administrator survey results: a demographic summary
report, a rating report (which summarized the mean importance ratings
of respondents for each competency), and a comparison report of mean
importance ratings by demographic subgroup.

The analyses for the demographic summary reports were unweighted
to describe the demographics of the respondent pool. The analyses for
the rating report and the comparison report were statistically weighted
to generate population parameter estimates that took into account
oversampling and differential response rates by race/ethnicity.

Subgroup Comparisons
The comparison report for each survey (teachers and administrators)
was designed to identify any competency for which the mean
importance rating by a subgroup was less than 3.5 and was
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significantly different (p < .05) from the mean importance rating of the
total group minus the subgroup. Comparisons were not produced for
any subgroup with a respondent size of less than 25.

None of the 11 competencies was identified, based on these criteria,
for either the teacher sample or the administrator sample.

TMTE Pilot Test
The pilot test was the second major activity for the TMTE program
that required the selection of a sample.

Sampling. Approximately 3,000 teachers currently at level three on
the Texas career ladder were selected to be invited to participate in the
pilot test. While 3,000 teachers were selected to be invited,
participation in the pilot test was voluntary. The selection of the pilot
test participants involved a multistage, stratified sampling design in
order to obtain a reasonable distribution of teachers with respect to
geographic region, district size and type, content area, grade level, and
race/ethnicity. The procedure for selecting the pilot test participants is
described below.

The first stage in the selection process was the identification by
the TEA of approximately 11 areas across the state that generally
represented the various geographic regions in the state.

The second stage involved the identification by the TEA of
approximately ten school districts, of various types and sizes, within
each of the 11 areas. District size was determined on the basis of the
number of level three teachers working within each district. The
number of level three teachers working within the selected districts
ranged from 1 to approximately 1,400. Types of districts selected
included those serving rural, suburban, and urban areas.

The third stage in the selection process involved the identification of
the population of teachers eligible for the pilot test within the selected
districts. The eligible population of teachers for the pilot test consisted
of teachers on level three of the career ladder (as of September 1989)
who were listed on the TEA Roster of Personnel data tape of level
three teachers for the selected districts and who were working in at
least one assignment in one of the following eight content areas/grade
levels, selected to represent a range of teaching assignments and levels
(i.e., elementary and secondary).
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Early Childhood Education

Elementary

Secondary Music

Secondary History

Secondary Mathematics

Secondary Biology

Secondary English

Generic Special Education

The fourth stage of the selection process was to stratify the eligible
level three teachers by race/ethnicity (Black, Hispanic, and Other). The
target breakdown of selected participants was approximately one third
for each group. This breakdown represented oversampling of Black
and Hispanic teachers in relation to their actual representation in the
population of level three teachers. Oversampling was intended to
ensure adequate participation of minority teachers and to facilitate
differential item functioning analyses.

The final stage in the selection process was the random selection of
eligible level three teachers across the selected districts. Approxi-
mately 1,000 Black, 1,000 Hispanic, and 1,000 Other teachers were
selected. A total of 3,028 teachers was selected.

Following the selection of the teachers to be invited to participate in
the pilot test, the superintendents of the selected districts were sent a
notification letter describing the purpose for the pilot test and the
parameters for teacher participation (e.g., schedule, sites). The districts
were also sent a roster of the selected pilot test participants by school
within the district. Each school was sent site and session information
for its particular area site and a set of packets inviting the selected
teachers to participate, as well as samples of all materials in the
teacher invitation packets. The schools were responsible for
distributing the invitations. NES monitored the number of teachers
who returned registration forms and volunteered to participate.

The TEA sent each invited teacher an information packet further
explaining the pilot test and giving sample TMTE questions.

Participants. The total number of pilot test participants was 1,742.
Pilot test sign-in sheets were matched against the invitation file to
identify any examinees who were not invited in the original sampling.
Any examinee who was not invited was deleted from the pilot test files
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before final scoring. Also deleted from the final database were
examinees who indicated on their answer sheets “No” to the question
“Are you currently a practicing certified teacher in Texas?”

The total number of examinees in the final scored database for
multiple-choice questions was 1,672.

For the written assignments, blank responses and responses in
assignment areas other than the eight designated for scoring were not
scored. The total number of written responses scored was 1,628.

Demographics. The answer sheets were scanned to produce a demo-
graphic profile listing the number and percent of examinees giving
each possible response (including no response) to the demographic
questions in each pilot test booklet. A demographic profile was created
for all examinees included in the database and for each pilot test form.
The profile for examinees is provided in the table on the next page.

Statistical Review Procedures
In addition to the judgmental review groups and the sampling
strategies described above, bias prevention was also facilitated by
statistical procedures applied to the results of the pilot test of draft
TMTE items. In each case of the application of statistical procedures,
items were identified for further review by competent judges on the
review panels; no item was deleted from the item bank on the sole
basis of statistics.
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Demographic Profile of Pilot Test Participants

No. of
examinees

% of
examinees*

Sex
No response   7   0
Male  137   8
Female 1,528   91

Texas Career Ladder Level
No response 16 1
Level 1 2 0
Level 2   14   1
Level 3 1,640   98

Years Teaching in Texas
No response   14   1
1–5 years   1   0
6–10 years  237   14
11–20 years  969   58
21 or more years  451   27

Racial / Ethnic Status
Black, Non-Hispanic  430   26
Hispanic  562   34
Other  680   41

Assignment Level
No response   6   0
Pre K–K  210   13
Elementary  849   51
Secondary  505   30
Other/All Level  102   6

Assignment Area
Early Childhood/Kindergarten  195   12
Elementary  854   51
Music   39   2
History   68   4
Mathematics  134   8
Biology   59   4
English  154   9
Generic Special Education  125   7
Other   44   3

*Percents may not total 100 because of rounding.
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Brief Survey of Statistical Methods Available
Since the early 1970s, a number of methods of detecting differential
item functioning in test items have been proposed. The major methods
are described here.

Transformed item difficulty. The transformed item difficulty (TID)
approach associated with Angoff (Angoff & Ford, 1973) represents an
attempt to deal statistically with the phenomenon of differential
performance by examinee groups while accounting in some way for
true ability differences among samples of examinees. In many current
applications of the TID approach, a correction for the effect of the
point-biserial correlation that was proposed by Shepard et al. (1985)
is made.

As a differential item functioning (DIF) detection technique, TID is
somewhat venerable but still useful as a device for identifying items
for later judgmental review in situations where very small samples of
examinees are involved. It is computationally straightforward and
comparatively easy to explain to groups of reviewers (Hills, 1989).
Moreover, in several comparisons with other DIF detection
techniques, including chi-square and three-parameter IRT approaches,
TID correlated moderately highly with those techniques and
performed well overall (Ironson & Subkoviak, 1979; Rudner, Getson,
& Knight, 1980; Shepard, Camilli, & Averill, 1981; Subkoviak, Mack,
Ironson, & Craig, 1984).

Chi-square approaches. Scheuneman (1979) proposed a method for
detecting DIF that amounts to a computationally simple analog of IRT
methods, focusing on the differences between observed and expected
p-values for each group at several “ability levels” (i.e., obtained score
intervals for the total test). In most practical cases, the differences can
be treated as a chi-square distribution, and a significance test can be
applied to the results. A later correction was proposed (Baker, 1981;
Shepard et al., 1981) in which “percent incorrect” figures (q-values)
would be added to the calculations to prevent a violation of the
distribution assumption.

Because of its simplicity and because it performed relatively well in
the comparison studies cited above, chi-square has been frequently
used for DIF detection. However, since the Mantel-Haenszel technique
is logically the furthest extension of chi-square, this newer technique
has largely supplanted Scheuneman’s method.
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IRT methods. Of all statistical methods of DIF detection, those based
on item response theory, especially the three-parameter IRT model, are
regarded as most theoretically sound (Lord, 1980; Ironson, 1982;
Shepard, Camilli, & Williams, 1984; Marascuilo & Slaughter, 1981).
This is the case because IRT expresses through the item characteristic
curve (ICC) the relationship between examinee ability and the
probability of answering an item correctly, which is a relationship of
particular salience in examinations of the interactions between items
and groups. The ICCs for individual items for two groups of
examinees should match closely; if they do not, the interpretation is
that equally able examinees in the reference and focal groups do not
have equal chances of getting the item right, which may be considered
a textbook definition of item bias.

Because of their theoretical advantages, IRT approaches are widely
used where the relatively stringent sample size requirements for
applying them (generally about 1,000 examinees in each comparison
group) can be met.

Pseudo-IRT. Linn and Harnisch (1981) developed a method of DIF
analysis that is similar in approach to IRT but less complicated to
apply. This method, commonly referred to as pseudo-IRT, involves
estimating IRT parameters by pooling all examinee data (reference and
focal groups) in the sample. Then, examinees are divided into focal
and reference groups and placed into scoring categories (e.g., quintiles,
deciles), and the empirically established item parameters and examinee
thetas are used to calculate an expected percent correct for each group
at each scoring category on each item. Differences for groups on items
are then obtained by subtracting predicted percents from observed
percents (Green, Yen, & Burket, 1989).

The pseudo-IRT method has several advantages over true IRT
approaches. First, it permits the use of standardized difference scores,
for which a significance test can be developed. Furthermore, the
weighting that is built into the method (by the distribution of estimated
thetas) has the effect of giving more weight to locations of the scale
where there are more observations and giving less weight where there
are fewer. Third, the method can be targeted to calculate differences
for particular regions of the theta scale (e.g., in the region of a cutscore
on a criterion-referenced test). Fourth, pseudo-IRT requires only one
run of LOGIST for the total group of examinees instead of one for
each group. And last, the method tolerates smaller sample sizes (i.e., at
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least 300 for the focal group) than the forbidding 1,000 in each group
generally required by IRT methods (Hills, 1989). However, even
300 examinees in the focal group is unattainable in many practical
situations.

The Mantel-Haenszel method. Mantel-Haenszel (MH) is an old
(1959) technique domestic to the field of biostatistics that was recently
rediscovered and translated to a psychometric context (Holland &
Thayer, 1988). Essentially an extension of chi-square methods, MH
produces a common odds ratio that can be used to compare the
performance of two or more groups on a test. As explained by Holland
and Thayer, the common odds ratio (alpha) is “the average factor by
which the odds that a member of [the reference group] is correct on the
studied item exceeds the corresponding odds for a comparable member
of [the focal group].” (p. 135).

MH has attracted considerable interest among researchers and
practitioners because of several positive characteristics. First, it can be
used with smaller sample sizes than most other methods (minimums of
100 in each group, according to Hills, 1989). Second, it is distributed
approximately as a chi-square with one degree of freedom, which
gives it known distributional properties, a test of significance, and
considerable power. Third, it is computationally simple, inexpensive to
run, and noniterative. Most important, it has compared favorably with
IRT techniques in recent studies (Thissen, Steinberg, & Wainer, 1988;
Hambleton & Rogers, 1989).

Against these advantages is the fact that it is unable to detect
nonuniform DIF (in which the ICCs of the focal and reference groups
cross somewhere along the ability scale). However, methods of coping
with even this limitation have been suggested (e.g., inspecting
p-values at different points along the ability continuum
[Hambleton & Rogers, 1989]).

MH thus retains great appeal as a DIF detection technique where
sample sizes of at least 100 per group can be achieved.

Logistic regression. Another method of DIF detection that has
recently attracted some attention is the logistic regression (LR)
method, a further extension of the MH technique (Bennet, Rock, &
Kaplan, 1987; Swaminathan & Rogers, 1990). LR entails predicting
the probability that the reference and focal groups have of answering a
given item correctly, conditioned on the observed abilities of the two
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groups on the total test. The probabilities of a correct response to a
given item for both groups are then compared (by comparing the
regression coefficients for the slopes and intercepts of the two
regression curves). If the slopes are equal but the intercepts are not, the
curves are parallel and uniform DIF may be present. If the slopes are
not equal, nonuniform DIF may be present.

The advantages of the technique are that it comes complete with a test
of significance for the differences in regression coefficients, that it can
detect both uniform and nonuniform DIF, that it can work with
reasonably small sample sizes (200 for each group, according to Hills,
1989), and that its statistical procedures, while complex, are known
and readily available. Disadvantages include its complexity, its
iterative nature, and its tendency to ring false alarms in areas of the
ability curve where there are few cases (Hills, 1989).

Swaminathan and Rogers (1990) compared LR with MH on simulated
data containing both uniform and nonuniform DIF. Results were
promising: MH and LR were equally effective at detecting uniform
DIF, and, while MH registered fewer false positives than LR, LR was
notably more effective at detecting nonuniform DIF. Further
examinations of this technique are warranted.

Summary. Several useful techniques for detecting DIF have been
developed, especially over the last 20 years. The method of choice
with large sample sizes is probably still a three-parameter IRT
approach. However, recent work with the Mantel-Haenszel technique
and the logistic regression method has yielded impressive results.
Moreover, these methods have lowered the sample size threshold
considerably (to 100 per group with MH and 200 per group with LR).
In cases where focal group samples are lower than these limits, the
older methods (TID or chi-square) may still be useful, especially
where the goal is to indicate items that will be subjected to further
judgmental review.

Methods Used in the TMTE
Because the TMTE item bank was divided into 21 test forms for the
pilot test, sample sizes in both the reference and focal groups for each
item were too small to permit IRT, MH, or LR techniques of DIF
detection to be applied. Across the 21 pilot test forms, the mean
number of Black examinees per form was 20 (i.e., total number of
Black examinees divided by 21), the mean number of Hispanic
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examinees was 27, and the mean number of Other examinees was 32.
In this situation, the transformed item difficulty (TID) approach
(Angoff, 1982; Angoff & Ford, 1973), with the correction for the
effect of the point-biserial correlation proposed by Shepard, Camilli,
and Williams (1985), was used for the analysis of multiple-choice
items. This method was considered appropriate because of its
applicability in small sample situations, its general performance
characteristics (cited above), and the fact that it tends to be a
conservative measure of DIF, in that its lack of a rigorous control for
differences in true ability across groups can result in more items being
identified for further review than with other methods. Since the TMTE
process involved post-statistics reviews by three groups, the
“overidentification” of items with potential DIF was regarded as a
safeguard.

Multiple-choice items. Multiple-choice items were identified for
review based on delta value differences between groups (Black-Other,
Hispanic-Other). Identified items were submitted for review by the
review groups described earlier in this paper: the NES Equity
Advisory Board, the Bias Review Committee, and the Content Advi-
sory Committee. The review committees considered each identified
item and either revised it, deleted it, or left it unchanged.

Written assignments. For the written assignments, the choice of DIF
analysis was influenced by several factors: many written assignments
(a total of 21) were administered during the pilot test, the assignments
were scored polytomously (seven possible score levels resulting from
the summing of two independent scores on a four-point holistic scale),
and relatively small numbers of examinees were administered each
written assignment prompt (the mean examinee numbers per group
reported above apply here). For these reasons, none of the statistical
methods reviewed above was considered appropriate. Still, an effort to
incorporate an analysis that would reflect principles of DIF analysis
and that would potentially identify prompts for review based on
differential performance by groups of examinees was deemed
desirable. Accordingly, analysis of variance (ANOVA) techniques,
which have been used for DIF analysis (Cleary & Hilton, 1968;
Jensen, 1980) because they logically fit the DIF detection construct,
were applied to identify for further review any significant interaction
effects for written assignment prompt administered and examinee
racial/ethnic status, across the total of prompts and examinees.
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Using ANOVA techniques, differential item functioning would be
suspected if a significant group X prompt interaction were found,
where “groups” were the two-level variables Black-Other and
Hispanic-Other, and “prompts” were particular written assignments.

Comparisons between Black and Other group means for each prompt
yielded no significant interaction effects; that is, there was no
significant difference in Black-Other performance within any prompt
as compared with overall Black-Other performance.

Comparisons between Hispanic and Other group means for each
prompt yielded no significant interaction effects; that is, there was no
significant difference in Hispanic-Other performance within any
prompt as compared with overall Hispanic-Other performance.

All prompts were reviewed by the review committees and were either
revised, deleted, or left unchanged.

Conclusion
For a testing program of high importance, such as the Texas Master
Teacher Examination, avoidance of bias is a major consideration in
design and implementation. The sustained strategy that was applied in
the TMTE, involving ongoing reviews of test materials, involvement
of diverse groups in review activities and in the pilot test, and
statistical analyses of results for groups within the population, was
intended to meet the challenge of developing as fair and equitable a
test as possible.
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