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In terms of what Ron Berk talked to us about in his presentation, I
guess we at the Texas Education Agency (TEA) are where the rubber
hits the road in performance assessment. We are not in a position to
question some of the theses proposed by Ron or to ponder the
subtleties; we are in a position to implement them and to learn by
doing. And so we are now attempting, in many ways, to look at
authentic performance-based assessment and to make it a reality in
Texas.

At this point we have four different initiatives under way in the area of
performance assessment. First, we are in the process of adopting a
Braille test for prospective teachers of people with visual impairments.
These prospective teachers will have to demonstrate that they can read
and produce Braille and that they have a set of related cognitive skills
that the Library of Congress has developed. We have already been
working with our teachers and we have a state law that by the fall of
1993 individuals being certified as teachers of the visually
handicapped must pass a Braille test.

Second, we are also beginning work on a signing test for individuals
who are going to be certified as teachers of the hearing impaired. The
test will cover both the translation and the production of sign
language. We will be working on that test this fall.

A third area that we are currently working on is English. Our English
teachers were very concerned that we were testing some cognitive
things in our ExCET English test but not examinees’ true ability to
write. And so we will be pilot testing in the next few weeks a
performance assessment that supplements our multiple-choice items.
The performance assessment component will still be paper-and-pencil,
but it will focus on writing ability.
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Fourth, the performance assessment that we are definitely and deeply
into, and have been for a year, is the Texas Oral Proficiency Test
(TOPT) in Spanish and French. And may I say that what Ron Berk
said about performance assessment and its definition is true: It is
difficult to determine exactly what is authentic. That question still begs
to be defined and explained. In fact, when it gets down to scoring
issues, we have probably more questions than answers right now.

We began to explore how to include an oral test in our program. At
one point, we were using the ETS Language Proficiency Inventory
(LPI). This came about as a result of a bilingual law that was passed in
the mid-1970s, under the terms of which we had to get thousands of
teachers into the classrooms in a short period of time. This situation
gave rise to what we called the 90-hour wonders. If you wanted to be a
bilingual teacher, all you had to do was go to one of our regional
educational service centers, attend 90 hours of televised instruction,
and pass the LPI language proficiency test. The results were far from
ideal.

What we discovered in the early 1980s was that there was no
retraining or recalibration of any of the scorers in the LPI, a fact that
resulted in low reliability. The LPI was strictly a taped face-to-face
interview between a teacher and a candidate. The interviewing teacher
scored the session and sent the tape to ETS where it was scored by a
second person and under certain circumstances, and not very many, a
third person. It was kind of a quick-and-dirty test. By the time we got
involved in 1984–85, there seemed to be almost no control over the
process in terms of the quality of the scorers. As a matter of fact, some
of the universities were refusing to cooperate because they would send
an individual through and that person would get a failing score. Then
the person would go back two weeks later with the same language
ability and get a passing score. So the performance of the scorers was,
to say the least, not very dependable.

At this same time, the foreign language community was working with
us on the ExCET program and trying to get an oral proficiency
component, and so in about 1989 we decided to have the bilingual
group, which is by far the larger group of teachers in the state, and the
foreign language folks in Spanish and French join forces to start
working out a process.
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The first thing that they wanted was some type of face-to-face
interview, which the LPI was, but one that would be more controlled
and reliable in its management and administration. We looked initially
at the ACTFL process. I’m not sure how many of you are familiar with
that. The American Council of Teachers of Foreign Languages—
ACTFL—is a Washington-based group that deals with foreign
language teaching and assessment. The primary purpose of that group
originally concerned training for foreign language service in
government and it involved a rigorous testing program. Part of the
ACTFL assessment is a scoring process that is very tightly managed
and very well described. The only problem with the process is that the
ACTFL interviewers have to be certified in the ACTFL way, and
getting certification from ACTFL is very time-consuming and expen-
sive, with the predictable result that few foreign language teachers are
ACTFL-certified. I know that Illinois has considered the ACTFL
process and tried to get those ACTFL-certified scorers. Well, in Texas
we found that we had only six of them. And with the numbers we were
talking about—several thousand examinees—six interviewers just
didn’t go very far. The second problem was getting the examinees to
them. And I think you can all see that this would be a really difficult
issue here in Texas.

So we began to realize that it was simply not cost-effective to try to
use the ACTFL process, and we started to look for something in
between what our LPI was and what ACTFL is. At about this time, the
Center for Applied Linguistics—CAL—entered the scene. CAL is a
group based in Washington, DC, headed by Charles Stansfield. They
asked us if we had thought about trying something that simulated a
face-to-face interview rather than actually being a face-to-face
interview. And we had not. So we began to explore what is now called
a simulated oral proficiency inventory, or a SOPI, as they very
fervently have titled this entity.

The SOPI process that CAL was very excited about and that they per-
suaded us to consider involves a set of stimuli—what we would call
tasks in a performance assessment context—that are taped. Examinees
have a specified amount of time to respond to the stimuli and then
their taped responses are sent to a central scoring center. And so the
TEA put out a Request for Proposal and the Center for Applied
Linguistics won the award, and we and they began the development
process.



Wood

48

Now, we wanted to follow a development process similar to the one
we have used on our other tests. The only problem is that performance
assessments by their very nature involve differences. For example, on
our other tests we would develop competencies or objectives and we
would very carefully validate them, partially through a job-relatedness
study, and then we would independently set a passing standard. Well,
here we were dealing with a set of skills that were already pretty well
defined in terms of proficiency levels by ACTFL and other groups. So
how do you conduct a job-relatedness study from a set of skill levels
rather than a set of skills? We struggled for months on how to do a
job-relatedness study, because if we used the ACTFL skill-level
definitions we were basically setting the standard.

We did end up going with the skill definitions and doing a job-
relatedness study on those. We involved quite a number of faculty in
the study, about half of whom were bilingual teachers and the other
half Spanish and French teachers. We relied on our usual process as
much as possible to develop the tasks: bias reviewers and content
reviewers. The result can be seen in the registration bulletin that you
received in your conference packets; in the back it contains the skills
and samples of the tasks.

As you’ll notice in the registration bulletin, we have tried to combine
registration information with preparation information. In ExCET in the
past, and in many of our other programs, those have been two separate
booklets and producing them has not been very cost-efficient. So what
we are trying to do is to combine the two kinds of needed information
in one booklet for this program.

As you can see, the Spanish TOPT—to take that one as an example—
has 15 types of tasks. The same types may be on every form of the
test. So, for example, on every test there can be a task where the
examinee has to give directions. And the tasks proceed all the way
down to one in which the examinee has to give a professional talk,
which is the fourteenth one.

So these are the types of things that the teacher groups were working
with. Their responsibilities involved, first of all, verifying the tasks,
and secondly, developing prompts or scripts for the tasks. The bulletin
gives examples of the general types of tasks that we have, and three
actual items from our test are in the booklet. You’ll notice that there
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are different types of tasks. There are items with a picture stimulus,
topic items, and situation items, with five items of each type on a form
at the present time.

One of the things that we were concerned about was developing
stimuli that were sufficient to get the type of language performance
that we wanted to review. The stimuli had to elicit from the candidates
speech performance at such a level that we could be confident that the
candidates had adequate ability to perform in the language. So we
focused on that issue in the development of our prompts and in our
scoring process.

The ACTFL process describes a rather large span of proficiency all the
way from novice to native speaker, and their process is designed to
determine exactly where on that continuum to place a speaker. Our
concern was not to determine a precise level of ability from very low
to very high, but simply to assess whether a candidate had the required
ability or not. And so we conducted a pilot test of all of our items, and
then we went through a standard-setting process in which we took a
number of speech representations across all of the levels of speaking
and had a group of bilingual, Spanish, and French teachers come in
and, without knowing the level of the task or the level of speaking,
judge whether or not the person speaking should be teaching in a
bilingual or a foreign language classroom. Our criterion for rater
agreement was a minimum of 75% agreement among these teachers on
what the standard should be. Most of us thought that the acceptable
level of proficiency probably would be somewhere in the intermediate
range, because that is a rather sophisticated level of language, but all
of the groups—French, Spanish, and bilingual—selected the advanced
level, and so advanced is our criterion for passing the test.

One of the things that is unusual about these language levels is that
when a speech performance is pegged to a skill level, such as
“intermediate-mid” in the booklet, that level is very clearly defined.
So, if we gave someone that piece of information, they would know
from the description just where the test indicated their language ability
was. Well, the next thing we discussed was how much feedback we
could reliably give a person. It could have been just pass/fail, as a lot
of programs are, but our programs are all criterion-referenced and
based on objectives, and we tend to give a lot of feedback. Yet we
weren’t really sure all the ACTFL levels would be appropriate for this
kind of test, so we decided that we would report on two levels of
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passing and two of failing. So the four levels that you see in the
booklet are the four areas that we score for. You will notice that on the
bottom end, we don’t report a score as novice; instead we just say it’s
“intermediate-mid or lower.” And on the top end, we simply report
“advanced-plus or higher.” We do train scorers to recognize superior
and the other levels, but we don’t give that detailed feedback to
examinees. Examinees are told their pass/fail status and their level of
performance on the four-level scale so they will have some notion, if
they did not pass, of what their language ability is.

Let me talk just a bit about the scoring process, because this has been a
new kind of program for us and, as a matter of fact, we are the first
state that we are aware of to set up a scoring center for this type of
situation. A language professor from Vermont, Judith Liskin-
Gasparro, came to Texas for a year to work on her doctorate, and she
was involved in the scoring. Charlie Stansfield from CAL then spent a
great deal of time calibrating tapes so that we could have anchor tapes
for training scorers. The anchor tapes were to be set at the midpoint of
the score points, so there would be midpoint-advanced, midpoint-
intermediate, and so on. We also got what we call line tapes, which
represent performance on the line between two score points, and of
course our focus here was on the line between intermediate-high and
advanced, the pass-fail line. These anchor and line tapes are then used
for training scorers. Training is rigorous and detailed. We require that
scorers achieve 85% accuracy in the scoring of training tapes before
they are allowed to score.

Let me add a word about scorer credentials. For our pilot test in the
fall of 1990, we went out and recruited a great variety of scorers,
whether they had bachelor’s degrees or not, because one of the things
we were interested in finding out was whether a scorer who was
proficient in the language needed to have certain credentials to
perform well in the scoring. Now we have since made a decision that
is contrary to our research, but what we discovered was that a number
of individuals who were not credentialed in the traditional sense were
among our best scorers. As a matter of fact, a woman from Mexico
who ran a local restaurant was our very best scorer. She did not have a
college degree; in fact, she did not have any college work, but she had
worked with the language so long that she was very proficient and
exceptionally good at recognizing differences in speech performance.
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However, for credibility purposes, we decided to select only individ-
uals who have at least a bachelor’s degree, with experience in the
target language.

We spend a day and a half training our scorers, which is another aspect
of the labor intensity of this kind of program. We train scorers to the
scale first of all, then to the specific tasks that have been selected for
that form of the test. Now this first time around, we did not have every
scorer score every task, because we administer 15 tasks in addition to a
warm-up and what we call a cool-down at the end, which is designed
to prevent examinees who have not performed well from leaving
feeling totally frustrated. But because of the length of each speech
sample, we decided—and we are still exploring this issue—that one
scorer would score six of the 15 prompts and a second scorer would
score another six, so that we would score 12 of the 15 particular tasks
that a person has performed.

We are currently conducting some research to see if even that number
of scored tasks can be streamlined a bit. We would like to know how
many we actually have to score in order to get acceptable reliability.
We are finding some quite interesting evidence that in some cases we
could score only one task and get almost the same reliability that we
are getting by scoring 12 tasks; or we could score two tasks, which
gives virtually the same reliability that we get with 12. However,
credibility does not play on our side with scoring only one task, so we
are looking and considering further.

At present scorers are trained on the set of tasks, and they have to pass
our calibration test in order to score. At that point, one person scores
six tasks and a second person scores another six. Two types of
discrepancies call for a rescore: one is if the two original scores cross
the pass-fail line—that is, one score is advanced and the other is
intermediate-high; that is an automatic rescore. The other is a two-
level discrepancy—when the two scores are two levels apart; that
automatically calls for a rescore. So far, by the way, our rescore rate
has been very low, which we think is attributable to the level of
training the scorers receive.

We also seem to be finding that scorer performance in this area may be
easier to train for than in some other areas, and it seems that we can
give generic training and there is a lot of carryover and transfer
between types of tasks. In other words, once the scorers learn how to
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score these 12 tasks, they can carry over and score an additional
12 types of tasks with not a lot of additional training. So there are
many things that we are working with in this program.

Now, I’ve been talking about the easy part of the program; the hard
part is administering it. When we began thinking about this program, I
had a grandiose dream that you could just go out to language labs and
administer the tests. Doesn’t that sound pretty simple? There are
language labs all over: every college has one; high schools have them.
The first thing we found was that about half of the language labs were
broken down and their equipment didn’t work. And the half that did
function were undependable and didn’t work half the time. The next
finding was that there was so much bleed-over of sound from the
person in the next booth that it was totally disruptive to the examinee.
As a matter of fact, in our pilot test, which we conducted in language
labs, the most frequent feedback we got was, “I couldn’t concentrate
on what I was doing because I could hear people three seats over
responding and that threw me off.”

So, we and NES did some quick rebounding and finally we took an
ultra-conservative route: we are doing a one-to-one administration. We
have a tape recorder with an administrator and an examinee in a
classroom by themselves. This also solved another problem uncovered
in the pilot test: Students had a lot of trouble working the tape
recorders. A number of them didn’t even manage to get their material
taped. This was one of the little things that we just never anticipated.
So, right now we are on a conservative route, but we’re still exploring
other possibilities that relate to the administration of the test.

Let me back up a little bit here and talk about expenses. I know you
have all talked about this, and we have struggled with it in Texas.
Early into the program we did some cost estimates, and our first
estimate with CAL, figuring on two scorings—with a third scoring as
needed—to cover all 12 of the 15 prompts, was around $300 per
examinee. Now let me backtrack and mention that, in our law, all of
the expenses related to test administration must be borne by the
examinees. Clearly $300 was a bit too much to ask the examinees to
bear, so we were hung up right there, and we had to start cutting back.
The lowest that CAL could get this to was around $135 per examinee,
but our board had set the maximum fee that it would accept at $70.
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So at this point we brought in National Evaluation Systems, and in
their graciousness and at a moment of weakness, they agreed to work
with us on this. What we have ended up doing is wrapping this into
our total ExCET program by increasing our fee to where it includes
most of the cost. This means that all examinees are sharing this
expense as a total program cost, which seems fairer than having the
foreign language students bear all of the cost. One of our concerns has
always been that even the regular fee might discourage some
examinees, and if you have a $150 fee in addition to the regular fees
for all of the other tests that a person might have to take to get
certified, we are talking about $300 or $400 for a person in foreign
language or in bilingual. So we have wrapped it back into our other
program, and the foreign language and bilingual people pay just a
normal $44 fee for this test, just as any other individual would pay for
any of our other tests.

Those who want to be certified in bilingualism or foreign languages
have to take more than one test, just as most of our other examinees
do. A bilingual teacher, for example, would take our elementary
comprehensive test, which covers subject-matter content from grades 1
through 6; our elementary pedagogy test; the bilingual content test,
which covers the competencies or the material necessary to be a
bilingual teacher; and finally they would take the TOPT test. A foreign
language teacher would take a secondary pedagogy test, the Spanish or
French content test, and the TOPT. So, it is a fairly extensive list of
requirements for these teachers.

In conclusion, let me stress that we are learning a lot from this venture
into the unknown of performance assessment. And we are getting lots
of constructive feedback. We have invited and have gotten a good
response from a number of college professors of foreign languages and
bilingual education who have come in to do the scoring. They have left
ecstatic over how they were trained and what they learned about
language proficiency and about their own ability to deal with
language. And they tell us they are taking that back into their teaching.
Another thing that we have learned is how few language programs are
emphasizing the speaking of the language. What is covered is almost
all literature, and almost all of the courses talk about the literature in
English. That is an amazing thing. So we think we have hit another
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one of those little rough spots that testing always seems to uncover,
and we are now having a lot of conferences with foreign language
teachers and beginning to deal a lot more often with language
proficiency.


