
I am going to talk about the use of student test data in diff erent ways, ways 
in which, heretofore, folks have not o� en used student test data. When 
we begin to use test data diff erently, we have an opportunity to make 
measurements that heretofore we haven’t had the opportunity to make. 
I like to call what we do here at the Statistical Analysis System Institute 
“educational value-added assessment.” I would like to share with you some 
of the research fi ndings that we’ve accumulated over the last 21 years.

I have based the work that we do on two basic beliefs, each of which I 
believe very deeply. Belief number one is that the educational community in 
its entirety—school districts, schools, and teachers—are not responsible for 
solving all society’s problems. Premise number two is that the educational 
community—school districts, schools, and teachers—are responsible for 
taking students as we fi nd them and allowing each kid each year to make 
appropriate academic progress from wherever that kid is. So if that is a 
reasonable proposition, the problem really becomes, how do we measure 
rates of student progress and how do we do it in reliable ways, in meaningful 
ways, and in ways that are consistent with curricular objectives?

I submit to you that educators have no control over the achievement levels 
of the students when they walk into the classroom in the fall of the year. 
Pretend you are a fourth-grade teacher and you have a child walk into 
your classroom reading at the sixth-grade level. What is important is the 
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progress that the child makes from that point forward. If you’re a fourth-
grade teacher and you have a good old average child walking into your 
classroom, whatever average might mean, what is important is the progress 
that child makes from that point on. Likewise, if you are that fourth-grade 
teacher and you have a child walk into your classroom with reading skills 
at the second-grade level and math skills at the second-grade level, there’s 
no harm, no foul—what’s important is the rate of progress that the child 
makes from that point forward in the school year.

This whole notion of value-added assessment is not about measuring 
a� ainment levels of students per se; it’s about measuring the rates of 
progress of individual students over time. I submit to you that standardized 
testing of students in this country is not new; states and districts have been 
doing it for decades. But I also submit to you that what we have done in 
this country historically with that data has been very li� le. Historically, if 
we administered a so-called norm-referenced test, when we got the results 
back we’ve said, this is an 85th percentile kid or that’s a 34th percentile kid, 
and then put that data in a fi ling cabinet and paid virtually no a� ention to 
it. Likewise, if we administered a so-called criterion-referenced test, when 
we got the results back we have said, 34 percent of the kids are profi cient, 
or 16 percent are advanced, and so on. But what we have done with that 
data historically has also been very li� le. I tell groups everywhere that if I 
had the privilege of being the education czar of the moment, there would 
be two terms in the English language I would want expunged: one term 
is norm-referenced and the other term is criterion-referenced, because the 
historical use and misuse of those terms have divided people nearly into 
armed camps, where people say this is wonderful, but that’s awful, and 
this is worse and that’s be� er. 

What I would prefer to be used as input into a value-added assessment 
process are scales of measure that meet three conditions, and if those three 
conditions are met I do not care what name is on the box. I’m looking 
for scales of measure, fi rst and foremost, that are highly correlated with 
curricular objectives. You don’t teach French and test in Russian. But hear me 
correctly—I am looking for scales that are highly correlated with curricular 
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objectives. I’m not saying perfectly correlated with curricular objectives. 
But if scales of measure are highly correlated with curricular objectives, 
the next criterion is for the scales to have suffi  cient stretch to enable us to 
measure the progress of high-achieving children as well as kids who are on 
the other end of the achievement distribution. A third condition that I am 
looking for is a scale of measurement that has appropriate reliability. If you 
have an archive within a school district or within a state of data that meet 
those three conditions, you already have in place suffi  cient data to enable 
you to start using test data in an entirely diff erent way, because what I 
would like you to do is to start following the same child over time. 

In statistical jargon, what I am talking about is massive multivariate lon-
gitudinal analysis—longitudinal in the sense that we are following the 
same kid over time, multivariate in the sense of pulling together all of the 
information that you can pull for that child to be used in analysis simul-
taneously. When you begin to think about doing massive multivariate 
longitudinal analysis, there are major technical hurdles to be overcome. I 
work for the largest supplier of statistical so� ware in the world, Statistical 
Analysis System (SAS) Institute, Inc. You cannot take commercially avail-
able SAS so� ware and do the multivariate longitudinal analysis that needs 
to be done with student data for one very important reason: kids don’t 
stay put. Kids move, kids get sick, kids miss tests, kids travel from one 
state to another state. If we made an array in which one row represented 
the data over time for an individual child and every row was for a diff er-
ent child, we would see that every row looks like Swiss cheese. There are 
enormous holes in the array, and traditional statistical theory methodology 
and so� ware that have been used in situations like this require you to have 
complete information in each observational vector. Translated, this means 
that if you don’t have complete information for a kid, you lose the record 
for the kid, for the entire child. Well, guess what? I think everybody in this 
room would agree that the kids who move the most and miss the most are 
a diff erent subset of the population from the kids who don’t move a lot or 
miss a lot. 
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Consequently, a technical hurdle has to be overcome to gather the kind 
of information you would need to use test data and all of the other data 
that could go in that array in an entirely diff erent way. That’s where I 
came into the problem 21 years ago. I’ve had huge advantages and huge 
disadvantages over the years. One of the advantages is that I didn’t know 
anything about education; I didn’t know what you weren’t supposed to 
do, and I didn’t know what the sacred cows were. Consequently, I began to 
approach the problem and the data just as I would in any other situation. I 
make no apologies for the use of the phrase “scientifi c investigation” in the 
process. And I was dumb enough in 1982 to start linking data to teachers. 
That was the fi rst time I did student–teacher analysis, and now we’ve done 
it on millions of records. And we’ve concluded that the single biggest factor 
that aff ects the academic progress of all populations of children is who is 
teaching them.

If you follow the same child over a long period of time, each child is 
serving as his or her own control. By mathematically measuring the 
variance a� ributable to nonschool factors that infl uence the trend in 
student achievement gains, you’ve taken out nearly all the socioeconomic 
confounding factors. You cannot partition educational infl uences from 
exogenous infl uences, but I don’t believe we can fi x the parents. I don’t 
think we can fi x the neighborhoods. What we’ve got to do is to assist these 
less eff ective teachers in becoming more eff ective. Because the evidence 
now is so compelling: Teacher eff ects dominate all of the factors that aff ect 
rate of educational progress in all populations of kids. 

I have been seeing distributions of teacher eff ects like the one below since 
the early 1980s (Figure 1). This graph takes a li� le explaining. These are all 
of the third-grade teachers in the State of Tennessee, in an earlier era; this 
is 1997 data. The distribution today still looks quite similar. At that time, 
60 scale score points of progress was determined to be an adequate year’s 
worth of growth for kids. The state average at that time was about 55. 
The thick black curve represents each teacher’s estimate. The shaded area 
represents a 95 percent confi dence limit around each individual estimate. 
I determined that teachers had to have taught third-grade math for three 
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consecutive years to include their estimates on the graph. Students in the 
classroom represented by the upper rightmost vertical line segment gained 
about 75 points annually. Students in the classroom represented by the 
lower le� most vertical line segment gained about 35 scale score points. 
That’s what the distribution for third-grade math teachers in the state 
looked like.

Figure 1
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Figure 2 represents the distribution for seventh-grade math teachers. The 
state average in this group was about 15 scale score points. Classrooms 
represented in the extreme upper right of the fi gure were up 35 or 40. 
Classrooms represented in the extreme lower le�  of the fi gure were near 
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zero. I want to call your a� ention to how many individual estimates (in the 
upper right), even with a 95 percent confi dence limit, were above the state 
average line. I want to call your a� ention to how many estimates with a 95 
percent confi dence limit around the individual estimates, in the lower le� , 
were measurably below. You’ll notice the percentage for seventh-grade 
math was considerably greater than for third-grade math. 

Figure 2

Variability in Effectiveness  
Among Math Teachers for Grade 7
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We have found consistently that there is more measurable variability in 
eff ectiveness in the higher grades. Instead of talking about how teachers 
obtained their credentials, what I like to talk about is teacher eff ectiveness. 
There is more measurable variability in eff ectiveness among fourth-
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grade math teachers than among third-grade teachers. What I mean by 
eff ectiveness is how much they’re facilitating academic growth of their 
students. There is more measurable variability among fi � h-grade math 
teachers than fourth; sixth than fi � h, seventh than sixth, eighth than seventh. 
And the variability among high school teachers—Algebra 1, Algebra 2, and 
Geometry teachers—gets even bigger. So what we’re fi nding consistently 
is that, as you go up in grade level, the measurable variability in teacher 
eff ectiveness gets greater.

We have also discovered along the way that if we take our measures of 
teacher eff ectiveness and plot them against years of service across this 
whole population of teachers, what we see is that on average, teacher 
eff ectiveness improves quite steadily from about year one to about year 
ten or twelve. We fi nd a plateau out to about 20 to 22 years. And then we 
see that averages decline.

There is huge variability around these averages. The greatest variability is 
among the most experienced teachers. Some of the most eff ective teachers 
that you’ll ever measure have 25 years of experience, and some of the least 
eff ective teachers that you’ll ever measure have 25 years of service. But 
when you begin to look at the data across large populations, you certainly 
begin to fi nd big diff erences that exist, and they are quite repeatable.

In most large urban districts, where do most of the beginning teachers 
go? To inner-city schools, disproportionately. So which schools have the 
most turnover of faculty? Inner-city schools. The data support the fact that 
the kids who are furthest behind need as good a teaching corps as can be 
provided, yet the odds are stacked against them even more because they 
have such a disproportionate number of beginning teachers. 

I tell deans of schools of education, your challenge is to change the slope of 
the teacher eff ectiveness–years of service function. The average beginning 
teacher will profi le at about the 34th percentile point in eff ectiveness 
relative to the distribution of all teachers. Let me throw out another caveat. 
If you look at the relationship between years of service of, let’s say, fourth-
grade math teachers, you will see the same slope. But if you compare them 
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to seventh-grade math teachers, you will see the slope is much steeper. 
In other words, the more complicated the subject, the steeper the slant. 
One really interesting comparison is between the fi rst ten-years’ slope for 
Algebra 1 teachers and Algebra 2 teachers. The Algebra 2 teachers’ slope is 
much steeper than the Algebra 1 teachers’ slope.

Another factor that we’ve been looking at is indicators of a teacher’s 
knowledge of the subject. I requested that four schools of education in the 
State of Tennessee go back to the transcripts of their preservice teachers for 
a ten-year period. And they gleaned for me everything that can be gleaned 
from their transcripts. What were their Praxis Series™ scores? What were 
their college entrance exam scores? How much math did they take in 
college? What were their grade-point averages in their math courses? What 
were their overall GPAs? What were their College of Education GPAs? A 
whole market basket of data was gleaned from those transcripts.

Here is what we found. For lower grade elementary teachers—third, fourth, 
and fi � h grade—there is no correlation between teacher eff ectiveness 
and whether or not teachers had a lot of math or a li� le math in college, 
or whether or not they had high GPAs or low GPAs, and so on. I’ve 
come to the conclusion that knowledge of the subject is not a limiting 
factor in eff ectiveness at those grade levels. But once you get to middle 
school math—sixth, seventh, eighth grade, and then high school math—
teacher eff ectiveness is defi nitely related to experience, knowledge, and 
sophistication in math. What the data are telling us is that the seesaw tilt 
(of the student achievement gain–teacher eff ectiveness function) for math 
teachers relates to their knowledge of higher math skills.

Ge� ing back to inner-city schools and some of the more remote rural areas, 
we’re defi nitely fi nding that teachers who have a math endorsement are 
more eff ective than folks without a math endorsement. In addition to fewer 
years of service, middle school math teachers, particularly in inner city 
schools and in some of the more remote rural areas, are teaching without a 
high school math endorsement. And on average, you can certainly measure 
a diff erence in eff ectiveness between math teachers with and without a 
math endorsement.
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My colleague, Dr. June Rivers, published a paper many years ago showing 
that, particularly in math, teacher eff ects are cumulative. The sequence 
of teachers that children have over time will have more to do with their 
ultimate achievement levels in math than perhaps any other single factor. 
The following graph shows the results from this early study (Figure 3). 
And we continue to see the same pa� ern. 

Figure 3
Cumulative Effects of Teacher Sequence

on Fifth Grade Math Scores
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For kids who had a sequence of highly eff ective teachers—and in this study 
we defi ned “high” as being in the top 20th percentile range of teacher 
distribution in one of the large school districts in Tennessee—the kids who 
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had that sequence of good teachers wound up scoring, on the average, at 
the 96th percentile point (see the rightmost black bar). Comparable kids, 
same school district, who caught a bo� om percentile teacher three years 
in a row wound up scoring at the 44th percentile point (see the le� most 
black bar). This study has been repeated by at least two other research 
teams in other states. The range in Figure 3 is about 52 percentile points. 
Researchers at the Dallas ISD, which also does value-added testing, 
reported approximately a 50 percentile point range. There was a study 
done in Michigan, I understand, in which they found about a 40 percentile 
point range. So the sequence of teachers that a child has will have more 
eff ect than any other factor on their ultimate achievement, particularly in 
math. The residual eff ects of a teacher also can be measured at least four 
years a� er a child leaves a classroom, regardless of the eff ectiveness of the 
subsequent teachers.

Let me try to illustrate this point. Let’s pretend I’m a third-grade teacher 
and I’m relatively ineff ective. Someone else is a third-grade teacher, and 
she’s very highly eff ective. Pretend that we get a random assignment of 
kids to our classrooms. Since she is more eff ective than I, her kids will 
make more gain: they will leave her classroom with higher achievement 
levels than my kids do. A fourth-grade teacher, highly eff ective, who gets a 
full complement of students from both of our classrooms, gets wonderful 
gains with both groups of kids, but the superior third-grade teacher’s kids 
are still out-achieving my kids. That’s what I mean by residual eff ect. A 
fi � h-grade teacher—our kids are passed on to her—gets wonderful gains, 
but we can still measure the impact of that diff erence back in third grade. 
That’s what I mean by residual eff ect. You can measure this residual eff ect 
at least four years a� er kids leave the classroom.

Dr. June Rivers did a follow-up study to this one. Her latest study shows how 
teacher eff ectiveness aff ects students’ probability of passing a high-stakes 
test given in the fall of their ninth grade year (Figure 4). The probability 
of passing a student competency test was predicted from individual 
student achievement data from fourth grade and Tennessee Value-Added 
Assessment System (TVAAS) eff ectiveness estimates for math teachers in 
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grades fi ve through eight. Data from two metropolitan Tennessee districts 
were linked longitudinally for each student.

Figure 4
Probability of Passing at 70 with
4 Consecutive, Similar Teachers

Level of Teacher Effectiveness
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Students received a quartile ranking across the two districts based on 
their scores for the fourth-grade math achievement test. For this study, Q1 
indicates low achieving students (1st–25th percentiles); Q2, below average 
achievers (26th–50th percentiles); Q3, above average achievers (51st–75th 
percentiles); and Q4, high achieving students (76th–99th percentiles).
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TVAAS eff ectiveness estimates for teachers had been estimated in the 
years before the students in the study were assigned to them. The research 
considered ineff ective teachers (Low) to be those within the bo� om 25 
percent of the teacher distribution, average teachers to be those in the 25–
75 percent category, and eff ective teachers to be the top 25 percent (High). 
Estimates were included for grades fi ve, six, seven, and eight and linked to 
students’ achievement scores.

Using fourth-grade student math achievement scores and TVAAS teacher 
estimates as predictors, it was possible to show the impact of diff erent 
sequences of teacher eff ectiveness on the students’ probability of passing 
the high-stakes math test. Analyses showed that the sequence of teachers 
was a highly signifi cant predictor of passing probability for students at 
all achievement levels. The students below the 50th percentile in fourth 
grade, however, were at greater risk for failing the existing competency 
test due to their teacher sequence than their peers at higher achievement 
levels. Students in the bo� om 25 percent in fourth grade achievement 
had a .58 probability for success on the competency test—if they had the 
benefi t of highly eff ective teachers in grades fi ve, six, seven, and eight. The 
probability dropped to .38 if the students in this group experienced teachers 
of average eff ectiveness each year, and for students experiencing the least 
eff ective teachers each year, it dropped to .18. Students in the 26–50 percent 
category had probabilities about 20 percent higher than this group for each 
teacher sequence category.

What I hope to show here is not just this specifi c application, but about 
how we need to be thinking about using data in a much more proactive 
way. Table 1 is a model of a district-level report. If the gain for the district is 
below the reference gains, we color it red (as in a red light). The next thing 
that we show is a breakdown of the gains based upon prior achievement 
levels of kids. Quintile fi ve is the highest level. Notice their gain in this 
district was 24 ½. It was deemed that 20 would be an adequate year’s worth 
of growth. Look at the middle: Their gain is 15, the next group 10, next group 
11. This strongly suggests that the focus and the curriculum are geared 
more toward these quintile four and fi ve kids. They’re not diff erentiating 
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that curriculum and diff erentiating how instruction reaches down to those 
other kids. That would be my fi rst hypothesis to explain these results. Only 
the educators in these actual circumstances would be fully able to evaluate 
what is causing the results. But I can assert with a considerable degree of 
reliability that, in this case for this district, they are not ge� ing the kind of 
gain they need for the lower gaining kids.

Table 1

Grade 5
Prior-Achievement Subgroups

1 (Lowest) 2 3 (Middle) 4 5 (Highest)

Math Norm Gain 20.0 20.0 20.0 20.0 20.0

2003 Gain 11.2 10.2 15.4 17.9 24.5

Std Err 3.4 2.4 2.3 2.3 3.1

Nr of 
Students

60 76 97 99 97

3 Previous 
Years

Gain 17.0 19.9 19.9 21.7 21.9

Std Err 1.9 1.4 1.4 1.3 1.9

Nr of 
Students

213 266 269 340 324

In the next fi gure we see the results for 60 kids in the district (Figure 5). If 
I go to the fi rst kid here, I’m going to see that kid’s entire academic history 
in math. Plo� ed in red is the kid’s observed score. Plo� ed in green is the 
average score for the building. Plo� ed in blue is the district’s average. I 
want to call your a� ention to the yellow line. What we do is take all the 
information about that student that we can get our hands on and then 
factor in the error measurement to get a reliable estimate of the student’s 
likely score. There is so much error measurement in any of these tests that 
this is the only way of obtaining results that are robust and reliable and 
give a true indication of the student’s achievement level.
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Figure 5
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In Figure 6 we have a low achieving kid who’s on a certain trajectory. The 
question put to you is, if a student like this one is on that trajectory, what 
is the probability that this student will meet these profi ciency standards 
in the future? Tennessee has a requirement that each student has to pass 
an algebra test, an English test, and a biology test to get a high school 
diploma. So looking at an algebra report, for a student like that, what is the 
probability that this child is going to pass that algebra test? The answer is 
52.1 percent. A coin fl ip. Other kids will have probabilities of 5 percent and 
8 percent and 10 percent. I want to identify as early as possible those kids 
who are at severe risk of not meeting profi ciency standards in the future, 
to give educators enough time to plan diff erent curricular strategies, bring 
in diff erent resources if need be. We don’t wait until a student has failed to 
fi gure out what the heck we’re going to do next. This is what I mean about 
using the data in a more proactive way.
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Figure 6
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Now, let’s go back and look at a higher achieving student, from the same 
district, a student from the high quintile (Figure 7). This time, what is the 
probability this student will meet the high school graduation requirement 
in math? The probability there is 99 percent. Here is a child who is not at 
risk at all, given the student’s history, the trajectory, the average schooling 
experience for high-achieving students. But Tennessee is an ACT™ state. 
Now let’s ask a series of diff erent questions, making these projections to 
various ACT points (Figure 8). The fi rst question is, what is the probability 
that a student with a history like this will make at least a 19 on the ACT? 
The answer is 98 ½ percent. This student is not at risk of not making at least 
a 19. Why did I pick 19? That’s what it takes to get admi� ed to a public 
university in that state. Now, let’s skip over to a 27 (Figure 9). What is the 
probability that a student with a history like this will make at least a 27, 
and the answer is 29 percent. And why did I pick 27? That’s the minimum 
score the ACT research indicates a student must achieve to have 50-50 
chance of making an A or a B in the fi rst semester of engineering calculus 
at an average university in the United States.
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Figure 7
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Figure 8
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Figure 9
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What I am trying to do here is to use the data proactively to evaluate the 
trajectories to various endpoints, not merely to determine whether or not 
we’re going to achieve minimum profi ciency or meet minimal high school 
graduation requirements. The data can also show guidance counselors, 
parents, and kids who are slugging it out in the more advanced math 
sequences that there are real payoff s out there, beyond high school.

This is what we’re doing with the data. We feel as though we’ve pushed the 
envelope quite far, but I think there is a tremendous distance yet to go.
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